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A alternative to improving the generator – Choose a “better” input distribution.

Replace Gaussian noise with samples from a closely related dataset.

A generalization of image-to-image translation GANs – dataset-to-dataset transformations!
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Choose a “better” input distribution.
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The signed Inception distance SID(ps�pt) of a source ps w.r.t. a reference target pt —
A kernel function evaluated over samples drawn from a cube Cr of side r, around target pt.

Cq,r Target: c ⇠ µq Source: c̃ ⇠ µp References: x ⇠ U [Cq,r]
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Employ SID to identify friendly neighbors.
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Choose a “better” input distribution.
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Visual similarity in not necessary; Underling structural similarity is implicitly leveraged.
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Employ SID to identify friendly neighbors.



IEEE/CVF CVPR 2023

Spider GANs: Leveraging Friendly Neighbors  
to Accelerate GAN Training

<latexit sha1_base64="P6Gv3Ru+NDlfmoyMUMdCIcjPq5U="></latexit>

G
<latexit sha1_base64="P6Gv3Ru+NDlfmoyMUMdCIcjPq5U="></latexit>

G

<latexit sha1_base64="pWVBS2JTUIBAZaqIaaLV1jyKy6E="></latexit>

Choose a “better” input distribution.
<latexit sha1_base64="faA5v7NsLfW/W+ie1YS7V5st6nU="></latexit>

Employ SID to identify friendly neighbors.

<latexit sha1_base64="hsEQWCDK6U1eZCyNL3b58i9oDNE="></latexit>

Structural similarity is implicitly leveraged.
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State-of-the-art FID in a fifth of the training time!
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Employ SID to identify friendly neighbors.
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Generative Adversarial Networks (GANs)

1[1] Goodfellow et al., “Generative Adversarial Networks,” NeurIPS 2014
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Objective: Learn a desired data distribution.

A min-max game between two players:

– The generator G(z): Learns and creates samples from the distribution of the real data.
– The discriminator D(x): Differentiates between the real and fake data.
– The objective: Learn the optimal G(z)
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A framework for training generative models to learn a desired data distribution.

A min-max game between two players:

– The generator G(z): Learns to create samples from the distribution of the real data.
– The discriminator D(x): Differentiates between the real and fake samples.
– The objective: Learn the optimal G(z)
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Various alternatives to the Gaussian/Uniform have been proposed – Gamma[2], Cauchy[3],
Gaussian mixture[4], and non-parametric[5] priors.

Image-to-image translation GANs[6�10] require some form of {semantic, pairwise, feature-
level} consistency between inputs and outputs.
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A alternative to improving the generator – Choose a “better” input distribution.

Replace Gaussian noise with samples from a closely related dataset.

A generalization of image-to-image translation GANs – dataset-to-dataset transformations!
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How do we identify these friendly neighborhood datasets?
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A alternative to improving the generator – Choose a “better” input distribution.

Replace Gaussian noise with samples from a closely related dataset.

A generalization of image-to-image translation GANs – dataset-to-dataset transformations!
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A alternative to improving the generator – Choose a “better” input distribution.

Replace Gaussian noise with samples from a closely related dataset.

A generalization of image-to-image translation GANs – dataset-to-dataset transformations!
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The recently proposed Poly-LSGAN[11] discriminator can be used as a distance measure!
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D�
p(x) has promising properties!

Consider a test point x drawn from pd:

(a) If pg = pd, we have D�
p(x) = 0, � x.

(b) If pg is far from pd, D�
p(x) > 0.

(c) If pg has mode-collapsed, D�
p(x) < 0.
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Compute the signed distance SD(ps�pt) of a source ps w.r.t. a
reference target pt as the sum of the discriminator D�

p evaluated
over an entire batch of samples {x�}M

�=1 drawn from a cube Cr of
side r, centered around target pt.
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Compute the signed distance SD(ps�pt) of a source ps w.r.t. a reference target pt as the sum of
the discriminator D�

p evaluated over an entire batch of samples {x�}M
�=1 drawn from a cube Cr of

side r, centered around target pt.

How do we extend this to image data?

The signed Inception distance, SID(ps�pt): Compute SD(ps�pt) over Inception embeddings.
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Compute the signed distance SD(ps�pt) of a source ps w.r.t. a reference target pt as the sum of
the discriminator D�

p evaluated over an entire batch of samples {x�}M
�=1 drawn from a cube Cr of

side r, centered around target pt.

How do we extend this to image data?

The signed Inception distance, SID(ps�pt): Compute SD(ps�pt) over Inception embeddings.
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�

x

D̃�
p(x) � SID(ps�pt) =

�

x�U [Cr]

�

�
�

di�ps

�m,n(Iv3(x) � Iv3(di)) �
�

gj�pt

�m,n(Iv3(x) � Iv3(gj))

�

� .

where �m,n(x) =

�
�x�2m�n if 2m � n < 0 or n is odd,

�x�2m�n ln(�x�) if 2m � n � 0 and n is even.

<latexit sha1_base64="q+8Cb3+KKLee0hzIQS7lJ0UTBk0="></latexit>

Compute the signed distance SD(ps�pt) of a source ps w.r.t. a reference target pt as the sum of
the discriminator D�

p evaluated over an entire batch of samples {x�}M
�=1 drawn from a cube Cr of

side r, centered around target pt.

How do we extend this to image data?

Signed Inception distance (SID(ps�pt)): Compute SD(ps�pt) over Inception (Iv3) embeddings.
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Identify friendly neighbors ps of a target pt, by computing area under the (SID(ps�pt)) curve.

Train GANs with the input samples drawn from the friendly neighbors.
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Identify friendly neighbors ps of a target pt, by computing area under the (SID(ps�pt)) curve.

Train GANs with the input samples drawn from the friendly neighbors.

Table: Area under the SID curve between various Target and Source datasets can be used to identify 
the first, second and third “friendliest neighbors” of a dataset.



IEEE/CVF CVPR 2023

SID and Spider GANs

9

Table: Area under the SID curve between various Target and Source datasets  
is used to identify the first, second and third “friendliest neighbors” of a dataset.

<latexit sha1_base64="GpJI/sZ0Z13IIbmsOfzVn94dNHg="></latexit>

Identify friendly neighbors ps of a target pt, by computing area under the (SID(ps�pt)) curve.

Train GANs with the input samples drawn from the friendly neighbors.

5000 10000

ITERATIONS

50

100

150

200

250

300

F
I
D

N (0100, I100)

Gamma

Non-Parametric

First Neighbor

Second Neighbor

Third Neighbor

Fig: FID vs. Iterations on learning the 
MNIST dataset for various choices of 
input datasets.
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The generator learns transformations between datasets

Visual similarity in not necessary; Underling structural similarity is implicitly leveraged.
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G
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G
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Standard GAN
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Spider GAN
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Pre-trained Stage-I GAN
<latexit sha1_base64="wy7wn2d3pITo60tGoxkOCABtHTo="></latexit>

Stage-II Spider GAN
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Table. Performance of FFHQ

<latexit sha1_base64="5db13FRfZn2btj8StVVHm0QNVq8="></latexit>

Table. Performance of AFHQ-Cats

<latexit sha1_base64="JVF4nVbLRA0Mq+gkBRe/y3WziXg="></latexit>

Table. Performance of Ukiyo-E Faces and MetFaces

<latexit sha1_base64="G+yiwEV10Po3uimGOZ+Au0gox7Y="></latexit>

Cascaded Spider Style GANs achieve state-of-the-art FID scores in a fifth of the training
iterations compared to baseline PGGAN[12], StyleGAN2-ADA[13] and StyleGAN3[14]!

<latexit sha1_base64="msCHH5EJkrATqFi/MohdMfsxwIU="></latexit>

[12]Karras et al., ICLR, 2018; [13]Karras et al., CVPR, 2021; [14]Karras et al., NeurIPS 2022
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G
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Pre-trained Stage-I GAN
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Stage-II Spider GAN
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Stage-I Interpolation
<latexit sha1_base64="fOBtUGI/h/6n58YWGYv+YXrei8M="></latexit>

Stage-II Interpolation
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Fig. Interpolations on Stage-I Spider StyleGAN2-ADA
<latexit sha1_base64="IA1VxELRH8SUMt8G3ZZVyfbGnko="></latexit>

Fig. Interpolations on Stage-II Spider StyleGAN2-ADA
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We developed a novel framework for training GANs with friendly neighbor inputs.

SID: A kernel-based discriminator employed as an evaluation/distance measure.

GANs trained with closely-related datasets as input outperform baselines in fewer iterations.

<latexit sha1_base64="B85pms1andNh3oN71A02ZBbFoCE="></latexit>

Fig. Interpolations on Stage-I Spider StyleGAN2-ADA
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Spider StyleGANs
<latexit sha1_base64="ob8vnbMkHQqCxt3DrEbcQdwNV5U="></latexit>

SID
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We developed a novel framework for training GANs with friendly neighbor inputs.

SID: A kernel-based discriminator employed as an evaluation/distance measure.

GANs trained with closely-related datasets as input outperform baselines in fewer iterations.
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