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PRDP: Proximal Reward Difference Prediction
for Large-Scale Reward Finetuning of Diffusion Models
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A painting of a girl standing on a mountain looking out at an approaching storm over the
ocean, with wind blowing and ocean mist, surrounded by lightning.
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Black et al. Training Diffusion Models with Reinforcement Learning. ICLR 2024.
Fan et al. DPOK: Reinforcement Learning for Fine-tuning Text-to-Image Diffusion Models. NeurlPS 2023.
Schulman et al. Proximal Policy Optimization Algorithms.



Previous Methods: Unstable at Large Scale

HPSv2 Score

0.36

033 T

o
w
o

027 1

0.24 +—

Common Animals (45 Prompts) HPDv2 (~100K Prompts)
0.33
029 t /Ww
0.21 T
—— DDPO (PPO-based) —— DDPO (PPO-based)
0 2:0 4:0 6:0 8:0 1(:)0 v 0 2(:30 4(:)0 6(:)0 8(:10 10:00

Training Epochs

Training Epochs




Our Contribution: Stable Large-Scale Training
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Method Overview: Novel Training Objective
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Rafailov et al. Direct Preference Optimization: Your Language Model is Secretly a Reward Model. NeurlPS 2023.
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Rafailov et al. Direct Preference Optimization: Your Language Model is Secretly a Reward Model. NeurlPS 2023.
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Online Training Pipeline
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Small-Scale Training (45 Prompts)

Reward Model: HPSv2 Reward Model: PickScore
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Wu et al. Human Preference Score v2: A Solid Benchmark for Evaluating Human Preferences of Text-to-lmage Synthesis.
Kirstain et al. Pick-a-Pic: An Open Dataset of User Preferences for Text-to-Image Generation. NeurlPS 2023.



Large-Scale Training (~100K Prompts)
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An anthropomorphic Digital art of a cherry A monkey in a blue
frog wizard wearing a tree overlooking a top hat painted in
cape and holding a valley with a waterfall oil by Vincent van
wand. at sunset. Gogh in the 1800s.
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Steady Improvement in Large-Scale Training

rural house with a garden and a swimming pool

PRDP Training



Summary

« PRDP: Scalable diffusion model alignment
 Superior generation quality

» Generalization to unseen prompts
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